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Disclaimer

3

Certain commercial equipment, instruments, or 
materials, commercial or non-commercial, are identified in 
this presentation in order to specify the experimental 
procedure adequately. Such identification does not imply 
recommendation or endorsement of any product or service 
by NIST, nor does it imply that the materials or equipment 
identified are necessarily the best available for the purpose.

The opinions, recommendations, findings, and conclusions 
in this presentation do not necessarily reflect the views or 
policies of NIST or the United States Government.



Setting The Table

Vulnerability 
Ecosystem NVD V-Etalon

Lessons 
Learned Future



Image Source:  https://www.cve.org/About/Process

Becoming a CVE Record



How is a CVE Used?

Coordination Public 
Disclosure

PrioritizationIdentification



Initial CVE Creation

Image: Generated by Google's Gemini 3 (Thinking) April 14, 2026



Industrialization of CVE

Image: Generated by Google's Gemini 3 (Thinking) September 17, 2026



We want this

We want this

Image: Generated by Google's Gemini 3 (Thinking) September 17, 2026



And Avoid This

Image: Generated by Google's Gemini 3 (Thinking) September 17, 2026



CVE Production Trends
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CVE Production Trends
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Bug Fixes for Chrome

Source: https://blog.google/security/chrome-stronger-with-every-update , Accessed 8/25/2026



Bug Fixes for Mozilla Firefox

Source: https://hacks.mozilla.org/2026/05/behind-the-scenes-hardening-firefox , Accessed 8/25/2026



Request for Information (RFI) on Modernizing the National 
Vulnerability Database in the Age of Artificial Intelligence

Released August 12, 2026

Public Comment Period
until October 13, 2026

Vulnerability Management Process
• Dissemination
• Risk Management
• Remediation

Vulnerability Data and Standards

Development Processes

Vision for the NVD



National Vulnerability Database



NVD Enrichment

Common Vulnerability Scoring System 
(CVSS)

Severity Scoring

Common Platform Enumeration (CPE)

Product Applicability

Common Weakness Enumeration 
(CWE)

Reference Link Metadata

Vulnerability Type Informative References











V-Etalon

Harness Websites
NVD APIs

Enriched Record

Reasoning Model (LLM)

CVE Record



Early Results?
INFORMATIVE DEPLOYMENT LAUNCHED  • AUGUST 25, 2026

4,461
Records enriched 

during the first week

4.4%

Failure Rate

92.72K 

Average Tokens 
per CVE



What are we Automating?

Analyst 
process

V-Etalon
Architecture

Gather

Evidence 
Base

Interpret 

Specialized 
Agents

Apply 
standards

Deterministic
Controls

Validate

Quality 
Assurance

MANAGED PER-RECORD CONTEXT



What is the Solution Architecture?

CVE Orchestrator

CVE PIPELINE

Reference
analysis

CWE
mapping

CVSS 
v3.1

Configuration Quality
Assurance

QA 
output

CONTEXT MANAGER
Evidence • Findings • Provenance 



How is Evidence Collected?

PUBLIC SOURCES
Vendor 

advisories

Release notes

Patches

Issues

Exploration 
Agent Evidence package

Reused by: References tagging, 
CWE, CVSS, and Configurations



How is Evidence Applied?

AI

SPECIALIZED AGENTS

{ }

DETERMINISTIC CONTROLS

✓

ANALYST REVIEW

Software validates 
and builds

AI proposes Analysts decide when 
uncertainty remains



How is Traceable Output Produced?

Agent
Proposal

Contract
Validation

Standards
Enforcement

Structured
Artifact

AI            →                   Propose
Software     →         Validate, Ground, Build

Interpretive 
Result

Typed Input 
and Output

Catalogues, 
Policy, Syntax

Validated and 
Traceable



Traceable Output By Stage

SPECIALIST INTERPRETS BOUNDED BY PRODUCES

Reference 
tagging

Source Purpose Allowed tags Tags + Evidence

CWE 
mapping

Weakness 
Mechanism

CWE catalogue Weakness + 
Rationale

CVSS 
scoring

Exploitability + 
Impact

Policy + Calculation Vector + Justification

Configuration Product applicability CPE + Configuration 
Rules

Scope + reasoning

Shared Context  •  Task-specific Instructions  •  Structured Outputs



How Many Workflows?

CVE Enrichment
Reference

CPE Generation

Operational

CWE CVSS Configuration QA Per-CVE 
Context

Evidence Identity Naming Validation Per-Product 
Context

Queues Tracing Retries Replay Per-Run 
Context



Why does CPE Need Its Own Workflow?

CPE GenerationCVE Configuration

Logical applicability configuration Normalized CPE name and attributes

CVE

Affected Product Affected 
Versions

Evidence

Identity Naming 
Rules



What does CPE Generation look like?

01

Seed product
Name or existing CPE

08

Validate + 
Dedupe
Syntax, evidence, duplicates

02

Dictionary 
lookup
Existing and deprecated

07

Construct 
CPE
Names, titles, references

03

Source 
discovery
Official vendor sources

06

Normalize 
attributes
Vendor, product, part, target

04

Evidence 
retrieval
Product and release history

05

Extract 
versions
Documented releases

CPE Name Generation Workflow



What Did We Learn?

Lessons Learned:

02 Ground decisions in evidence

03 Treat context as architecture

04 Decompose until work is bounded

05 Give QA the same evidence

06 Design integration as a workflow

01 Web Evidence Collection



Why Is Web Evidence Collection Difficult?
LESSON 1 OF 6

OBSERVATION IMPACT

RESPONSE

Explore Evidence 
Package

CVE Evidence

CPE Evidence

Inconsistent across sources Weak evidence means weak 
CVE and CPE decisions



Why Must Every Decision Cite Evidence?
LESSON 2 OF 6

Source

RESPONSE

Evidence 
Excerpt

Proposal + 
Rationale

OBSERVATION IMPACT

Plausible proposal without 
accessible support

Difficult to trust, speculation of 
hallucination

Preserved 
Provenance



What Happens When Context is Lost?
LESSON 3 OF 6

OBSERVATION IMPACT

Long context loses evidence and 
prior decisions

Lower accuracy, weaker 
explanation

Managed 
context

RESPONSE

Relevant 
evidence

Current Specialist

Next Specialist



Why did Smaller Agent calls Perform Better?
LESSON 4 OF 6

OBSERVATION IMPACT

One large call mixes evidence, 
rules, reasoning

Failure is difficult to diagnose

Complex Stage

RESPONSE

Precise call 1 Precise call 2



Can QA Succeed without Complete Context?
LESSON 5 OF 6

OBSERVATION IMPACT

QA lacks evidence More subjective interpretation

Assembled 
record

RESPONSE

QA

Supported 
proposal

Shared 
evidence Uncertain? 

Analyst Review



Why Is Integration Difficult at Scale?
LESSON 6 OF 6

OBSERVATION IMPACT

Queues, timeouts, schemas False positive or incomplete 
proposals

RESPONSE

Queue + limits Processing Schema 
contract

Retries + replay

AI Suggestion



Additional Observations

Model 
Consistency

Model 
Selection

Prompt 
Injection

Reasoning 
Reliability

Broader AI concerns that also affect a multi-agent workflow:



What is next?

Evidence & feedback Review calibration Broader deployment

Improve Evidence collection

Close the feedback loop

Investigate better retrieval mechanism

Establish Statistical Measures

CPE Suggestions

Public Release



Questions?

42
Credit: NIST
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