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Introduction

The Help America Vote Act of 2002 (HAVA) was signed into Law by President Bush on October 29, 2002 with the goal of improving the administration of public elections by state governments.  HAVA also allocated funds to help states replace outdated election equipment and set minimum standards for states to meet in administering the election process.


One of the more notable changes made by HAVA was the establishment of specific standards to encourage greater participation in the election process for individuals with disabilities (specifically, those with visual impairments).  In response to these new standards, voting machine manufacturers are developing systems to accommodate voters with visual impairments.  These new voting systems include features such as speech synthesis, headphones and other enhancements to assist the visually impaired “in a manner that provides the same opportunity for access and participation (including privacy and independence) as for other voters.”


In parallel with the development of these enhanced voting machines to meet the requirements of HAVA, a family of open XML-based standards for telephony applications has been developed under the auspices of the World Wide Web Consortium (W3C).
  These standards, collectedly referred to as the Speech Interface Framework (SIF), hold enormous potential for improving the accessibility of voting systems for individuals with visual impairments, as well as other disabled voters.

This paper will describe the application of these standards, specifically the Voice Extensible Markup Language (VoiceXML), to the challenge of improving access to the voting process for visually impaired voters.
Overview

In the mid 1990’s, researchers at AT&T / Bell Laboratories began work on a project to develop a phone markup language to support telephone access to Internet content.  Researchers at AT&T, Lucent (following the company’s separation from AT&T) and Motorola continued to pursue the development of a telephony markup language and incorporated the framework of the Extensible Markup Language (XML), which became a formal standard in 1997.  The work conducted by these organizations was eventually submitted to the W3C for consideration as a formal web standard, and organizations like the VoiceXML Forum (http://www.voicexml.org) were created to advance the use of these languages. 

These efforts resulted in the development of the Voice Extensible Markup Language (VoiceXML).  In simplest terms, VoiceXML is a web technology that turns any telephone, even a rotary phone, into an Internet device.  VoiceXML is a non-proprietary, web-based markup language for creating voice dialogues between humans and computers. VoiceXML is similar to another common markup language, Hypertext Markup Language (HTML), the basic language of most visual web pages – see figures 1 and 2 below.
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Just as a web browser renders HTML documents visually, a VoiceXML interpreter renders VoiceXML documents audibly. In this respect, one can think of the VoiceXML interpreter as a telephone-based, voice browser. As with HTML documents, VoiceXML documents have Uniform Resource Identifiers (URIs) and can be located on any traditional web server. However, instead of pointing a web browser at a specific URI (e.g., http://www.nist.gov/), users access a VoiceXML application by calling an application through a standard telephone number. 

VoiceXML belongs to a family of open web standards referred to collectively as the Speech Interface Framework (SIF) detailed in Table 1 below.  The underlying communications protocol used by VoiceXML and the SIF is the HyperText Transfer Protocol (HTTP), the same basic communications format used by visual Internet applications.

Table 1: Speech Interface Framework (SIF) Components 

	Component:
	Purpose:

	Voice Extensible Markup Language (VoiceXML)
	Language for constructing dialogs with callers.

	Speech Recognition Grammar Specification (SRGS)
	Language for specifying grammars that define allowed input to a speech application.

	Speech Synthesis Markup Language (SSML)
	Language for specifying the rendering of synthesized (computer generated) speech to the user. 

	Call Control Extensible Markup Language (CCXML)
	Language for specifying call control functions, like call conferencing and session management.



The current mature version of VoiceXML was adopted as a formal standard by the W3C on March 16, 2004, and work has already begun on an update to this standard.
  Additionally, a number of vendors have developed VoiceXML implementations which incorporate most or all of the enhancements specified in the updated version.  The development of VoiceXML and related standards in the SIF have progressed to the point where concrete benefits can now be brought to visually impaired voters through the use of voting systems built on these standards.

The next section provides specific details on the features of VoiceXML and related telephony markup standards that will provide benefits for visually impaired voters.

Solution Description

One of the key features of VoiceXML is functionality to recognize user input (typically in the form of a spoken word or sentence, or a sequence of DTMF keys
 from a caller) and compare that input to a predetermined set of allowable values.  This is accomplished through the use of VoiceXML grammars.
Grammars are a central component to voice applications that define the set of words or word combinations that are recognized by speech recognition technologies, and allow a user to interact with a voice application. Grammars can be thought of as the vocal counterpart to the menu items in a traditional HTML web form. When a voice application recognizes a word or phrase defined within a grammar file, it triggers a programmatic response based on the logic of the application.
There are several different elements in the VoiceXML specification that can use grammars to process user input, but this is most often accomplished through the VoiceXML <field> element.  The <field> element can be thought of as the voice equivalent to the ubiquitous web form – enabled through the <form> element in the HTML specification.  During the execution of a VoiceXML application, user input for a specific field is matched against that field’s grammar.  When a match is made, the field variable is assigned a value specified in the grammar.  This is an enormously powerful feature of VoiceXML that allows a caller to interact with an application, provide responses to prompts and to enable values supplied in those prompts to be sent on for processing by backend systems.
In addition, the VoiceXML specification includes functionality to record a caller’s spoken voice.   This is typically achieved in VoiceXML applications using the <record> element – see figure 4.  This means that the words spoken by a caller can be stored with specific input variables and maintained as audio files for later processing.
The VoiceXML 2.1 specification brings these two important functions together by providing functionality for recording a user’s utterance while simultaneously attempting recognition against a grammar.  This new functionality makes it possible to prompt a user for input, match that input against a list of allowable utterances and then record the user’s input (i.e., to store their voice as an audio file) when a successful match is made.  This new feature will make it possible to construct a phone-based voting system that will enhance access to the election process for visually impaired voters.
To envision how this approach would work, consider a listing of candidates for public office in a VoiceXML grammar file (see figure 5 below).  A VoiceXML application that references this grammar file will prompt a user for input and match that input against the list of candidates.  When a successfully match is made, the VoiceXML application will record the user’s input.  Both the value of the user’s input and the raw audio input itself are captured for further processing by the application.  This data can be sent on for storage and processing (i.e., counting of votes for specific candidates).  The raw audio input provides verification of the vote cast in a way that is much more meaningful to a visually impaired voter than a voter-verified paper ballot would ever be.  Additionally, this audio verification can be used to validate a vote cast without compromising the confidentiality of the voter.

Storage of voter selections as recordings in audio files could provide an effective way to audit election outcomes.  The collection of verifiable audio files would contain recordings of voters saying the name of the individual they were voting for.  Assuming one audio file for each vote cast for a candidate, an audit would entail listening to each audio file, tallying the results and comparing them to the results tabulated automatically by the application.  Additionally, auditors would be unable to discern the identity of a voter simply by listening to a recording of the name of the candidate that a voter selected.


The specifications of the SIF are built to interact with each other and with backend processing components of an application using the HyperText Transfer Protocol (HTTP), the basic underlying communications protocol of the Internet.  As such, it is appropriate to think of VoiceXML applications as web applications that are generally able to run on the same hardware and software components as other web applications (a positive thing that is discussed in more detail below).  However, this also means that VoiceXML applications may be exposed to similar types of vulnerabilities as other kinds of web-based applications.
Figure 6: Overview of a Typical Voice Web Application

The use of Internet technologies in the voting process is highly controversial, primarily as a result of some of the vulnerabilities web applications may expose.  One such vulnerability is that of “spoofing” – the faking of authentication credentials to inappropriate or illegally gain access to a system or information via the web.  This potential vulnerability is particularly relevant for web-based voting systems because the rule of one vote per candidate by a voter must be enforced.  Web-based voting systems that are susceptible to spoofing (i.e., being vulnerable to counting more than one vote per voter, or allowing votes to be counted by those not eligible to vote) can not be used as part of a verifiable election process.

 However, because VoiceXML applications are web-based and telephone-based (i.e., the user agent for a VoiceXML application is a telephone
), an additional element of security and verification is possible that is not achievable with traditional web applications.  Functionality exists within the VoiceXML specification to capture a caller’s telephone number.  The value of a caller’s telephone number is stored in a VoiceXML variable called “session.telephone.ani.”  The “ani” in this variable name refers to “Automatic Number Identification” (ANI).  Historically, ANI was used only by phone companies to allow the local switching system to send a calling party's telephone number to other phone company offices or to network switching systems.
  Its incorporation into the VoiceXML standard makes possible the functionality to identify a caller based on their telephone number.
Knowing the phone number of a voter can be an effective first level authentication mechanism.
  For callers using their home telephones, ANI helps to verify that the caller is who they say they are. However, it is possible, although somewhat difficult, for someone to "spoof" an ANI – to place a telephone call where the ANI information that is sent is fraudulent.  However, since the value of the “session.telephone.ani” variable is a phone number, it is possible to construct an application component that will call the voter back after they have submitted their vote, to confirm that they have in fact submitted a vote and that the vote submitted is accurate. This component would require the voter to verify the vote that was submitted using their telephone number.  The functionality to enable this call back mechanism is provided for in another of the SIF specifications – the Call Control Markup Language (CCXML).

This bifurcation of the voting process would go a long way toward addressing possible ANI spoofing, or other similar vulnerabilities.  It may be possible for someone to spoof a voters' ANI and attempt to submit a vote fraudulently. However, if the voting process includes a call back to the voter, and requires the voter to actively verify their vote, the security level of the system will be enhanced significantly. The “spoofer” would not receive a verification call made by the application after the vote has been submitted, and the vote would not be counted.
It should be noted that there is an inherent limitation in this call back approach.  This ANI-based method of identifying callers will work most effectively with home telephones. Many offices, businesses and commercial facilities utilize an in-house telephone switching system, like a PBX (Private Branch eXchange) to interconnect telephone extensions to each other as well as to the outside telephone network.  In many cases the ANI information that is sent with a call from one of these locations identifies only the main PBX location, and not the individual caller.  However, with proper planning and organization the affect of this limitation can be mitigated significantly. 

Benefits

VoiceXML and the technologies in the SIF can help make the voting process available through any traditional telephone, even through rotary telephones, for visually impaired voters.  This would have the effect of dramatically enhancing the opportunity to participate in elections by individuals with visual impairments.

In addition, VoiceXML and the SIF can help governments address some of the most fundamental issues impacting the ability of visually impaired citizens to participate in the election process.  Speech interfaces are more natural than other types of interfaces, and the skills required to operate a telephone are more evenly spread than that of a computer or other assistive devices, or Direct Recording Electronic (DRE) voting machines.
VoiceXML can also provide a number of operational benefits for governments that make use of it as opposed to specialized DRE voting technologies.  Because VoiceXML is a web-based markup language, and since the vast majority of public sector entities have infrastructures to support web sites, governments can leverage existing knowledge in other markup languages like HTML to develop voice applications more quickly.  Also, because the underlying communications protocol used by VoiceXML is the same as is used by other web applications, VoiceXML applications can use the same existing back-end business logic and legacy systems as their more traditional counterparts, enabling voice solutions to be efficiently introduced to government technology environments to help improve service delivery.

Distilled to its essence, the primary benefit of VoiceXML is that it extends the traditional web development paradigm to the telephone.  The same software and hardware components, the same communications protocols and the same development skill sets used to create and deploy visual web content and applications can all be used to create voice applications.

Security Considerations

While the focus of this paper is enhancing accessibility to the voting process through the use of VoiceXML, a thorough evaluation of this concept requires a consideration of security related issues.  While a full discussion of the security requirements for web applications is beyond the scope of this paper, several points are relevant to the possible use of VoiceXML-based applications to enhance participation by visually impaired voters.

The use of Internet-based technologies in the voting process is highly controversial, and a number of parties have raised concerns about the level of security achievable with web technologies.  Some parties have argued that the open nature of the Internet itself make conducting secure web-based elections impossible.
  And while the sheer volume of electronic commerce talking place today over the web would seem to inherently refute the assertion of the Internet’s fundamental insecurity, several practical observations are helpful in properly evaluating the security considerations of the solution described in this paper.  
The Internet is composed of a collection of networks, large and small, that share data through the use of specific communications protocols.  These protocols are used to move data between different networks by breaking data into pieces called “packets” and then routing those packets along the way to their point of delivery.  The Internet is often referred to as being “open” for this reason -- the job of major components of the Internet’s infrastructure is simply to route pieces of data from one point along the pathway to their final destination to another.  Without this openness, the Internet as we know it today would not work as well and it would be much more difficult to move data from one point on the Internet to another.  However, the argument that the Internet is an inherently insecure medium to conduct sensitive transactions (like elections) because of this openness is overly simplistic.  Extending this argument a bit further helps highlight its limitations.  

Consider the example of an ordinary house.  Using the simplistic “open = insecure” logic described above to evaluate the security of this structure would lead to the inevitable conclusion that it is inherently insecure because of a major design “flaw” – doors.  Doors are made to do one thing; to let people in and out of a structure.  And although steps can be taken to minimize the risk of unauthorized access through doors (i.e., locks, security mechanism, biometric scanners, etc.) the fundamental nature of a door can not be changed.  Doors exist in houses to let people in and out.  Sometimes “bad” people take advantage of this fundamental nature.
Certainly we could enhance the security of houses by removing doors from the basic design.  This would have the effect, however, of making the structure essentially useless.  And so it is with the Internet, and the open nature of the communications protocols it is based on.  We recognize the potential for risk and we take reasonable and appropriate steps to mitigate it.  The return on this effort is the enormous functionality and benefit provided by the Internet and all its uses.

It should also be noted that the standard for evaluating the security of an Internet-based voting system should not be the elimination of all risk of fraudulent activity.  No election and voting system in the history of democracy, up to an including those used today, is free from all risk of fraudulent activity or error.  The appropriate standard for evaluating to risk/reward ratio of a phone-based voting system built on the standards of the SIF its comparability to the level of risk existing in the current voting process.    
Conclusion

VoiceXML and the technologies in the SIF hold enormous potential for improving the accessibility of voting systems for voters with visual impairments, and other disabled voters.  By utilizing these technologies in a way described in this paper, state governments could dramatically improve accessibility to the election process for individuals with visual impairments, and also those with other types of disabilities.
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Figure 3: A simple field with grammar


<field name="flavor">


<prompt>What is your favorite flavor?</prompt>


<grammar mode="voice" type="application/srgs">


   #ABNF 1.0;


   $options = vanilla | chocolate | strawberry


</grammar>


</field>








Figure 5: A sample grammar file listing candidates for office








<?xml version="1.0" ?>


<!DOCTYPE grammar PUBLIC "-//W3C//DTD GRAMMAR 1.0//EN"


"http://www.w3.org/TR/speech-grammar/grammar.dtd">


 


<grammar version="1.0" xml:lang="en-US" xmlns="http://www.w3.org/2001/06/grammar" root="mainRule">


<rule id="mainRule" scope="public">


<one-of>


<item>george bush</item>


<item>john kerry</item>


<item>ralph nader</item>


</one-of>


</rule>





</grammar>





Figure 1: An HTML web page





<html>


<head>


<title>NIST.gov</title>


</head>


<body>


<h1>Welcome!</h1>


<h2>


This is the National Institute of Standards and Technology.


</h2>


<p> NIST is a non-regulatory federal agency within the U.S. Commerce Department's Technology Administration.


</p>


</body>


</html>





Figure 2: A VoiceXML dialog





<vxml>


 <form id="welcome">


 <block>





<prompt> 


Welcome!  


<break size="medium"/>


This is the National Institute of Standards and Technology.


NIST is a non-regulatory federal agency within the U.S. Commerce Department's Technology Administration.


</prompt>





 </block>


 </form>


 </vxml>





Figure 4: Capturing audio input





<record name="greeting>


  <prompt>Please record your greeting.</prompt> 


   <noinput>I did not hear anything. <reprompt/> 


   </noinput> 


</record>








� Section 301 of the HAVA Act of 2002.


� See � HYPERLINK "http://www.w3.org/Voice/" ��http://www.w3.org/Voice/�. 


� Source: World Wide Web Consortium (� HYPERLINK "http://www.w3.org/Voice/" ��http://www.w3.org/Voice/�) 


� VoiceXML 2.1 was issued as a Last Call Working Draft by the W3C on July 28, 2004.


� Dual Tone Multi Frequency (DTMF) refers to the audio signals that are generated by pressing the keys on a touch tone telephone keypad.


� In other words, if an obfuscating, random naming convention is used for longer-term storage of caller input in backend audio files then a voter’s confidentiality is almost assured.  The collection of verifiable audio files would contain recordings of voters saying the name of the individual they were voting for.


� While it is theoretically possible for an auditor to recognize the voice of a voter by listening to an audio file, one could argue that the likelihood is not dissimilar to an auditor recognizing the handwriting of a voter on an absentee ballot or some other unintentional compromise of anonymity.


� The “client” in a traditional web application refers to the users desktop computer or a client application, like a web browser.  In a VoiceXML application, the "client" is actually the VoiceXML interpreter which acts as sort of proxy client for a caller's telephone.  


� See � HYPERLINK "http://resource.intel.com/telecom/support/appnotes/ani.htm#a2" ��http://resource.intel.com/telecom/support/appnotes/ani.htm#a2�. 


� It should by no means, however, be the only authentication mechanism in a phone-based voting application.


� See � HYPERLINK "http://www.w3.org/TR/ccxml/#Createcall" ��http://www.w3.org/TR/ccxml/#Createcall�. 


� States may already have detailed information on visually impaired voters (name, address, telephone number, social security number, etc.) through tax information available from the IRS listing individuals qualifying for tax benefits based on visual impairment.


� In the report entitled “A Security Analysis of the Secure Electronic Registration and Voting Experiment (SERVE), the authors argue that “[t]he vulnerabilities we describe cannot be fixed by design changes… These vulnerabilities are fundamental in the architecture of the Internet and of the PC hardware and software that is ubiquitous today.”  See � HYPERLINK "http://servesecurityreport.org/" ��http://servesecurityreport.org/�.
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