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1 Introduction

The four CD ROM set, Special Database 20 ( SD20 ), contains the full page binary images of 23468 pages from
104 scientific and technical documents. The images were scanned from copyright-expired books provided by the
NIST Library and a smaller number of technical papers donated by members of the NIST technical staff. This
document details the preparation, organization and use of these images. The final database has been mastered
and replicated onto four ISO-9660 formatted CD-ROM discs for permanent archiving and distribution.

The images were scanned at 15.75 dots per millimeter (400 dots per inch) and are visually of a quality comparable
to the original paper pages. The images contain a very diverse range of graphic entities; halftone images, line
drawings of steam turbines, maps, equations and graphs and arrays of both, multiple sizes of multicolumn machine
printed text, tables, tables of contents, etc. Although the text is predominantly English, three French and German
texts are included. - '

The contents of many of these documents were never produced using a modern typesetting package; many
textual and graphic components of these images would be exceedingly difficult to recreate using contemporary
software packages such as I&TEX. Thus it is the author’s belief that this database contains a much richer set of
challenges to document. processing systems than other databases containing images synthesized from computer-
borne typesetting packages. However the corollary of this is that ground truth for these images is not available,
and a complete manual truthing of even a small number of certain images would be problematic and expensive.
Further it is anticipated that because of the advanced technical nature of many of these documents, that complete
truthing would require knowledge of the material contained therein.

Each file is accompanied by a small text file, containing basic structural information obtained from the full binary
image. It includes information on size, the bounding box, the center of mass, an estimate of rotation, and blob
size distribution.

*None of the material has previously been published in digital format, to the best of our knowledge, and SD20 is
NIST’s first publication of a Scientific and Technical document database.

This document was obtained from the Postscript file sd20.cd/doc/doc.ps on Special Database 20.




partition | number of | number of | SD20
documents pages partition

st.1 27 5834 S&T 1/4
st.2 26 5819 S&T 2/4
st.3 26 5819 S&T 3/4
st_4 25 5996 S&T 4/4

|__total 104 23468 '

[ st5 25 5957 )
total 129 29425

Table 1: Sizes and publication statuses of the various partitions. Each partition contains distinct documents. A
¢ indicates that the partition has not yet been placed on CD ROM and been retained by NIST for future use.

2 Image Files *.pct

Special Database 20 has been split into four approximately equally sized partitions named st.{1,2,3,4}. In
conjunction with this collection, NIST has prepared a similarly sized set named st_5 which has been withheld for

future use.

All documents have a unique identfier of the form docxxx, where the integer xxx runs from 001 to 129. Thus
the document entitled “Integrals of Airy Functions” is termed doc044 and resides in partition st.l1/data on the
first CD ROM labelled as S&T 1/4. That document has 30 pages the rasters of which have names of the form
fxxxx.pct where the integer xxxx runs from 0000 in unit increments. Each . pct file is accompanied by a statistics
file with the .sta extension, the contents of which is described in section 4. An example image and its statistics
file is shown in figure 1.

The image file format is discussed in detail in appendix A.

3 Index Files *.idx

One index file exists for each document. It contains three fields, the first and second identify the document and
the page number while the third gives the image filename. The first field is of the form docxxx and the third field
gives the image filename. Both of these formats are described above. The second field is of the form pppp.nnn
where pppp is the actual page number keyed from the document. The “subpage” identifier nnn is usually 000,
but for pages with fold out inserts or merely subscripted page numbers it is a counter of sequential pages. Thus
a page number sequence 41, 42-1, 42-2, 43 will be reported in the index file as 0041.000, 0042.000, 0042.001,
0043.000. Many of the books start with maybe one entirely unnumbered page and then a Roman numeral run, i,

.....

il iii before the first numbered page. The corresponding .idx head looks like this:

doc006 0000.000 £0000.pct
doc0086 0000.001 £0001.pct
doc006 0000.002 £0002.pct
doc006 0000.003 £0003.pct
doc006 0001.000 £0004.pct
doc006 0002.000 £0005.pct

In cases where the page was blank except for the page numbering there is no corresponding image, nor .idx entry.
Generally the image .pct filenames do not correspond to the page numbers and the second field of the .idx file
does not generally yield the actual page text contained in the image. The problems associated with fold out
inserts, blank page deletions, and subscripted page numbers, make representative filenaming difficult.
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4 Statistics Files *.sta

An example statistics file is given alongside its image in figure 1. The entries are followed by ‘#’ delimited
comments. All .sta files were obtained using the imgstats executable whose C source code is found in the
directory st_?/src/bin/imgstats. The first line names the input image file. The second line states an integer four-
way connected component filtering threshold; the statistics contained in the remainder of the file were obtained
from the input image minus any blobs whose size is less than this number of pixels. Lines four and five give the
whole image width, and height, its area, the number of black ink pixels, and a global ink density. The next five
lines contain the top left hand coordinates of the bounding box, its width height and absolute center, its area,
number of black pixels, the (increased) density, and the ratio of bounding box to page areas.

This data is followed by the absolute coordinates of the center of mass i.e. the mean z and y values of the black
pixels, the distances of the center of mass to the centers of the image and the bounding box, and finally an
estimate of the rotation of the text and graphics relative to the coordinate axes. This angle is given in degrees,
and is accompanied by a confidence measure between zero and one. Appendix B gives a full description of the
orientation estimation method.

The next four lines give the numbers of completely blank columns and rows in the raster, then in the bounding
box. These numbers are also expressed as fractions of their widths and heights.

The final section contains the number of distinct blobs and the number of pixels contained in the largest and
smallest blobs. The table follows giving a histogram of blob sizes, where the t*# entry gives the number of
connected components found in the image whose number of pixels n lies between (¢ — 1)2 + 1 and ¢Z.

Note that the bounding box and blob statistics are very sensitive to the value of blob size threshold filtering
parameter supplied optionally to imgstats. The default value, used on all images of this CD ROM, is 1, meaning
that no blobs were removed prior to processing.

5 Data Hierarchy

All CD ROMs of the four disc volume have identical directory hierarchies. Between each partition differences
exist only in the data (image) and misc (auxilliary image information) trees. :

st_1 st_2 st_.3 st_4 ( st_5)
|

bin data doc include 1ib makefile.mak misc src

I I I | I I !

The bin and Iib directories are the destinations for executables and libraries whose source is held in the src/bin/*
and src/lib/* trees. The include directory contains C header files pertinent to that code. The file makefile.mak
initiates a recursive compilation of the source and is described further in section 7. The documentation including
the IATgX and Postscript for this report are contained in the doc directory. The misc tree contains full CD
listings, sizes, titles, and other information associated with the preparation of this database. Finally the data
tree contains the images organized by document thus:

st_4

doc001 doc003 doc004 ... doc078 docO77




I
$0000.pct £0001.pct ... £0013.pct doc001.idx

£0000.sta £0001.sta ... £0013.sta

The misc tree contains several extra files. The .prt file shows which documents are contained on this partition
and the .ttl file contains the titles of those documents. The .Is file contains a UNIX recursive long listing of the
st_? hierarchy, and the .siz file gives the total integer sum of the byte sizes of the compressed image .pct files.

7

st_4

st_4.ttl st_4.prt st_4.1s st_4.siz

Caveats

. Many operating systems and shells have upper limits on the number of arguments that may be supplied

on the command line to installed programs. Users of the largest documents st_3/doc056 and st_1/doc023
will find wildcard expansions to be time-consuming. The problem is exacerbated by the slow access times

typical of CD ROM’s.

. A very small number of the images were scanned from the dark covers of pamphlet-like documents, and

are very noisy. The files are typically very large and underexposed, and contain a small amount of title
text. Note that the compression actually increases the data size of very noisy images, by up to a theoretical
maximum of a factor of 2.5, and as a result a small number of images exceed a megabyte in size.

. If a user possesses NIST Special Databases published prior to SD19 (March 1995) and employs the supplied

CCITT Group 4 compression code then it should be updated with this SD20 release. This modified code
allows very large image files to be handled. Use of the old compression version on these files will result in
the loss of all the data.

Software Utilities

A number of C coded utilities have been included in this CD firstly to provide tools for handling the provided
image data, and secondly to give examples of how to handle the NIST IHEAD structure. Because the CD ROM
is read-only storage the src and include directories need to be copied to a writable disk prior to compilation.
In addition directories named bin and lib must be created. Given a copy of these trees from say /ed to, for
example, the directory /usr/local/sd20, the executable binaries for various architectures can be produced in the
bin directory by invoking the UNIX commands thus:

# mkdir /usr/local/sd20

# cd /usr/local/sd20

# cp -rp /ed/sre /ed/include /ed/man /cd/makefile.mak .

# mkdir bin lib

# make -f makefile.mak instarch PROJDIR=/usr/local/sd20 INSTARCH=sgi
# make -f makefile.mak depend PROJDIR=/usr/local/sd20

# make -f makefile.mak install PROJDIR=/usr/local/sd20




where the environment variable PROJDIR is the root path to the src directory, and INSTARCH, which indicates
the desired machine architecture, is one of sun, sgi, aix, hp, sol or osf. A brief description of the software utilities
is given below. The manual pages that follow offer a more complete description.

imgstats

This utility takes a number of IHEAD images producing a statistics file for each.

dumpihdr '
This utility dumps the textual information of the header of a NIST ihead file to standard output.

decomp
Removes IHEAD supported CCITT Group IV compression and overwrites the input image file.

compgrp4
Applies Group IV compression and overwrites the input IHEAD file.

References

[1] Michael D. Garris. Design, Collection, and Analysis of Handwriting Sample Image Databases. The Encyclo-
pedia of Computer Science and Technology, 31:189-213, 1994.




Appendix A - THEAD Image Format

NIST’s Visual Image Processing Group has developed the IHEAD image header and has incorporated it into
all images of its Special Databases. The IHEAD design and functionality are described extensively in [1]. All
members of the header are ASCII coded with some fields being in ‘C’ string format and other fields being single
ASCII characters. The actual structure definition for an NIST header and a description of the use and purpose
" of each member is shown below. The header is of a fixed allocated length, currently 296 bytes, regardless of its
content. The first eight bytes contain the length of the remainder, i.e. 288 bytes all of which can be read into
structure memory with a single “fread” system call.

All the SD20 images have been compressed using an implementation of the CCITT Group 4 algorithm developed
by the CALS Test Network and adapted by NIST for use with files which have compressed images and uncom-
pressed headers. The IHEAD header within each image remains uncompressed with the appropriate members
set to reflect the fact that the following raster data have been compressed before being saved to a file. The file
src/lib/image/readrast.c contains the C routine ReadBinaryRaster that when given an IHEAD image file will
allocate, load, and return the header structure with the decompressed raster data. Although an IHEAD file
may contain uncompressed data, the reading routine will invoke, if necessary, routines to decompress the image
data. The files src/lib/image/grp4{comp,deco}.c contain modified source code for compressing and decompressing
binary rasters.

/* Defines used by the ihead structure */

#define IHDR_SIZE 288 /* len of hdr record (always even bytes) */
#define SHORT_CHARS 8 /* # of ASCII chars to represent a short */
#define BUFSIZE 80 /* default buffer size */

#define DATELEN 28 /* character length of date string */

typedef struct ihead{

char id[BUFSIZEl; /* identification/comment field */
char created [DATELEN]; /* date created */
char width[SEORT_CEARS]; /* pixel width of image */
char height [SHORT _CHARS]; /* pixel height of image */
char depth[SHORT_GHARS]; ‘ /* bits per pixel */
char density[SHORT_CHARS]; /* pixels per inch */
char compress[SHEORT_CHARS]; /* compression code */
char complen[SHORT_CHARS]; /* compressed data length */
char align[SHORT_CHARS]; /* scanline multiple: 8]16(32 */
char unitsize[SHORT_CHARS]; /* bit size of image memory units */
char sigbit; /* 0->sigbit first | 1->sigbit last */
char byte_order; /* 0->highlow | 1->lowhigh*/
char pix_offset[SHORT_CHARS]; /* pixel column offset */
char whitepix[SHORT_CHARS]; /* intensity of white pixel */
char issigned; /* 0->unsigned data | 1->signed data */
char rm_cm; ) /% 0->row maj | 1->column maj */
char tb_bt; /* 0->top2bottom | 1->bottom2top */
char lr_rl; /* 0->left2right | 1~>right2left */
char parent [BUFSIZE]; /* parent image file */
char par_x[SHORT_CHARS]; /% from x pixel in parent */
char par_ y[SHORT_CHARS]; /* from y pixel in parent */

}IHEAD;
1. id — General identification field used to contain the

image file name and any other information useful for
image distinction.
2. created - Date when the image was created.







